
1 

On Two Methods of Accelerating Learning 
In Feedfonvard Networks 

R.J Gaynier, T. Downs 
Centre for Anificial Neural Networks and their Applications 

Department of Electrical and Computer Engineering 
The University of .Queensland 
Brisbane Q 4072; Australia 

Abstract 

It is well known that the backpropagation algorithm is usually very slow to converge to a solution and this has prompted 
researchers to seek improved methods of training feedforward networks. This paper descn'bes novel implementations of 
two approaches to the acceleration of learning speed that have proved beneficial in the past. These two approaches are 
(i) the use of error functions other than mean-squared error and (ii) the introduction of noise into the learning process. 
In this paper a new error function is introduced which is based upon the properties of error signals in the back propagation 
process. The error function is shown to provide very substantial increases in leaming speed for problems with dynamic 
exceptions and is also shown to have the ability to correct misclassified patterns when used in an adaptive fashion. The 
paper also shows how to introduce noise into learning in a controlled fashion, so that higher levels of noise are introduced 
where they are most needed. Examples are given to demonstrate that this approach is also capable of providing substantial 
increases in learning speed. 

1 Introduction 

The most widely used method of training artificial neural 
networks · is the backpropagation algorithm. The method 
has achieved some spectacular successes in the last decade 
or so and this is in spite of the fact that the algorithm is 
usually very slow to converge for problems of practical 
interest. This slowness has prompted many researchers to 
seek improved versions of the backpropagation algorithm. 

Backpropagation is a gradient descent algorithm that seeks 
to minimize mean•squared error. Variations on the 
algorithm that have been proposed in order to increase 
speed of convergence include the use of an adaptive 
learning rate [I], implementation of line search [2], the use 
of alternative error functions [3], [4] and the introduction 
of noise into the learning process [5], [6] . This paper is 
concerned with the latter two variations on 
backpropagation. 

In Section 2 we discuss the properties of error functions 
that affect the speed of backpropagation learning. On the 
basis of this discussion, we propose a new error function 
and demonstrate how appropriate shaping of the function 
can lead to radical improvements in learning speed in 
comparison to the speeds available from other proposed 
error functions. We go on to demonstrate how, by 
allowing a parameter of our error function to vary 
adaptively during the learning process, a feedforward 
neural network can be provided with the ability to give a 
correct classification for patterns that have been 
misclassified in the training data. 

In Section 3 we investigate two novel methods of 

introducing noise into the backpropagation learning 
process. One of these is concerned with learning in 
networks of Heaviside units for which a backpropagation-
like algorithm is described in [7). The second method 
applies to networks of sigmoidal units. Both methods 
allow noise to be introduced in an automatically-controlled 
fashion and both are shown to provide substantial 
improvements in learning speed. 

Section 4 summarises the developments presented in the 
paper and points out areas that could benefit from 
additional study. 

2 A New Error Function for 
Backpmpagation Learning 

In the last few years several alternatives to the 
mean-squared error function have been proposed as a 
means of improving the speed ofbackpropagation learning. 
Perhaps best-known among these are the functions 
considered in [3] and the cross-entropy function discussed 
in [4). In this section we investigate properties of error 
functions that influence the rate of learning when 
backpropagation is employed. 

In backpropagation learning it frequently happens that a 
substantial proportion of the training set is learnt very 
quickly, but the remaining patterns take much longer to be 
learnt, and in some cases may not be learnt at all. This 
behavior can occur for a number of reasons, two of them 
being: 

(i) static exceptions in the training data, which can 
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(ii) 

be due to errors in the trammg data (e .g. 
misclassified or noise-affected patterns) or to 
training data that are abnormal or contradictory in 
some way; 

dynamic exceptions, which can arise when the 
training data contain no static exceptions; they 
occur when a network's weight values make it 
difficult to accommodate those patterns not yet 
learnt, causing them to appear to the network as 
exceptions. 

A recent paper [8] identified three particular properties of 
error functions that tend to cause dynamic exceptions to 
occur and in the following we propose a new error 
function that allows these properties to be investigated 
rather more closely than was attempted in [8]. These 
investigations allow us to draw conclusions about the 
desirable shape of the error function used in 
backpropagation learning and we show that, when our error 
function is appropriately shaped, it provides very 
substantial increases in learning speed over existing 
functions for problems with dynamic exceptions. We then 
go on to show how the shape of our error function can be 
made variable during learning in order to achieve good 
performance on problems containing static exceptions. 

2.1 En'Or Signal Properties Affecting l.eaming 

In backpropagation learning, an error signal is propagated 
backwards from the output units and is used to update 
network weights. The error signal is equal to the product 
of the derivative of the error function and the derivative of 
the activation function of the units in the network. In the 
process of learning a set of patterns, the error signal for the 
full set is equal to the sum of the individual contributions 
produced by each pattern. And clearly, if the contribution 
made to the error signal by poorly-learned patterns is not 
sufficiently large, its effect will be overridden by the 
combined effect on the error signal of the better-learned 
patterns. In [8], three different properties of error signals 
that can cause this to occur were identified: 

(i) 

(ii) 

(iii) 

The error signal may approach zero too slowly for 
small error values so that the contributions to the 
error signal from well-learned patterns will be 
large. 

The error signal from poorly-learned patterns may 
never reach a large enough value to have any 
effect on the learning process (i.e. the maximum 
value of the error signal may be too small). 

Large errors drive activations toward saturation 
values in the sigmoidal characteristic causing the 
derivative of the activation function, and hence 
the error signal, to tend to zero. Thus very 
poorly-learned patterns contribute little to the 

1The activation function employed was 1/(l+e-x). 

overall error signal. 

Having identified these three properties, the authors of [8] 
then proposed a new error function which they argued 
should perform well on problems involving dynamic 
exceptions. Using this error function, which they referred 
to as the Exception Error Function (EEF), they 
demonstrated good learning performance on N-2-N encoder 
problems (which are known to be prone to dynamic 
exceptions when standard backpropagation is applied [9]). 

We have investigated at some length the influence on 
learning speed of each of the above properties, and this 
was achieved by means of the error function 

E = o:(x2+x4) 
1-x2+(3x4 

(I) 

where x is the error at the network output and ex., 13 are 
parameters that allow the shape of E (and, more 
particularly, the shape of the error signal) to be varied. We 
refer to E as the Test Error Function (TEF) and its shape 
for a = 1 and a range of values of 13 is shown in fig I (a). 
Note that although a is merely a scale factor in E, it can 
be used to vary the value of the maximum of the error 
signal and so has a useful role to play. The error signals 
corresponding to the error functions in fig I (a) are shown 
in fig I (b), where the error signal for the EEF is included 
for comparison purposesl 

Our investigations of the effects of different shapes of error 
signal on learning speed led us to conclude that an 
additional property of the error signal (not considered in 
[8]) appears to have the greatest influence. This property 
is the location of the maximum of the error signal - note 
that in fig l(b) the maximum shifts to the right with 
decreasing 13. Our investigations also indicate that if the 
maximum of the error signal is too large it has a 
detrimental effect on learning. The overall effects of the 
shape of the error signal are discussed below. 

2.2 Results 

Table 1 presents our results for the 14-2-14 and 19-2-19 
encoder problems using what we believe is an 
approximately optimal shape for the error signal of the 
TEF. These results indicate a clear superiority of the TEF 
over the other three error functions for N-2-N encoder 
problems. The reasons for the superiority of the TEF over 
the EEF are, in our view, evident from fig.l(b). The fact 
that the error signal for the EEF tends to infinity for large 
error and that it is also large for "moderate" error indicates 
to us that the EEF places too much emphasis on 
exceptional patterns to the detriment of learned, or nearly 
learned, patterns. In contrast, the error signal for the TEF 
is small for low and moderate error values and then 
reaches a finite maximum near maximum error. 
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Figure 1: (a) TEF for various ~ with a == 1; (b) error signals of the TEF (the error signal of the EEF, 
which goes rapidly to infinity, is also shown). 

14-2-14 Encoder 19-2-19 Encoder 

Func. Least Median Most Conv Least Median Most Conv 

TEF 575 1606 2021 10/10 8178 12414 23524 10/10 

EEF 2234 4397 5175 10110 59039 97274 161484 8110 

X-Ent 126696 169554 405960 10/10 - - - 0110 

M Sq 221102 441074 735487 10/10 - - - 0110 

Table 1 : N-2-N encoder for the TEF, EEF, Cross Entropy and Mean Squared error functions . Results 
for the latter three from [8]. 

Training Errors Test Errors 

Func. Epochs Least Median Most Least Median Most 

VEF 500 6 10 12 0 1.5 4 

X-Ent 500 4 7 8 2 3 6 

EEF 500 7 14 31 4 5 19 

TEF 500 15 20 57 6 13 28 

Mean Sq 500 386 459 638 386 459 638 

Table 2 : Results for the Contiguity problem with 10 static exceptions 

Given our success with a problem that involves dynamic 
exceptions, we decided to investigate the possibility of 
using a similar approach to improve learning performance 
for problems involving static exceptions. To this end, we 
chose to consider the contiguity (2 or more clumps) 
problem which was used in [4] as a benchmark problem 
for the cross-entropy function. Static exceptions can be 
introduced into this problem by simply misclassifying 

some of the patterns. 

In the case of the N-2-N encoder, our prime concern was 
learning speed, but in a case where the training data 

·contains misclassified patterns, our main interest is in how 
these patterns are dealt with by the learning process. And, 
in the latter case, it is generally desirable that a network 
should fail to learn most (preferably all) of the 
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misclassified patterns because otherwise its generalisation 
capabilities are likely to be impaired. For this to be 
achieved, we require that the large error at the output due 
to a misclassified pattern lead to only a small error signal. 
Thus, in order to deal with static exceptions in this way, an 
error signal like that of the EEF in fig.l(b) is out of the 
question. The other error signals in fig.l(b) do, however, 
offer the possibility of suitable treatment of static 
exceptions. 

But in attempting to deal satisfactorily with static 
exceptions, we must not forget that dynamic exceptions 
have to be accommodated also . Our approach is based on 
the assumption that dynamic exceptions will gradually be 
accommodated so long as the error is large for large error 
in the earlier stages of training. We commence with an 
error signal like the one with the maximum peak (~ = .06) 
in fig. l(b) and, over time, gradually increase~ so that the 
peak decreases and shifts to the left. In this way we seek 
to accommodate the dynamic exceptions (whose error 
should gradually reduce) and exclude the static exceptions 
(whose error will remain large). We refer to an error 
function that changes in this way during the learning 
process as a VEF (Variable Error Function). 

Table 2 shows the results we obtained on a ten-input, 
ten-hidden unit, single-output network given the task of 
learning the full set of I 024 patterns in the 1 O-bit 
contiguity problem. In this table, the data entitled "Training 
Errors" relate to the training of the network with 10 
patterns misclassified; the data entitled "Test Errors" relate 
to the testing of the trained network on the complete 
contiguity problem with no misclassifications. It is 
interesting to note that the VEF tends to reject the 10 
misclassified patterns during training and, as a 
consequence, performs best on the test set. Note that in 
rejecting the 10 misclassified patterns the VEF is 
effectively correcting the misclassifications. 

3 Two 
Introducing 
Process 

Controlled 
Noise Into 

Methods of 
The Learning 

It has frequently been reported that significant 
improvements in the performance of training algorithms for 
neural networks can be achieved by adding noise to the 
training process (see, for example, [5], [6]). But in the 
techniques that have so far been described, noise is 
generally introduced on a trail-and-error basis with the 
most suitable amount of noise being determined 
empirically. Too much noise has a deleterious effect on 
the learning process, and too little has little or no effect. 

We have recently developed a training algorithm for a 
class of networks that provides an analytical framework for 
the automatic control of the amounts of noise introduced 
and which, unlike existing techniques, allows provision of 
differing amounts of noise (as required) to different parts 
of the network. The algorithm that provides the analytical 

framework was described in (7] and was developed for the 
training of networks whose neurons have Heaviside 
characteristics. In this algorithm, the activations of the 
network's hidden units are treated as continuous random 
variables and this fact allows direct extension to controlled 
noise introduction. 

In this section we first briefly describe our algorithm for 
training networks of Heavisides and then show how it can 
be adapted for the introduction of noise . We give some 
results that indicate a significant improvement in learning 
performance. We then show how a similar approach can 
be applied to the training of networks of sigmoids and 
again demonstrate substantial performance improvements. 

3.1 An Alg01ithm For Training Netwod<S of 
Heavisides 

In common with several other training algorithms [10-12] 
our method for training networks of Heavisides [7] 
incorporates internal representations into the learning 
process. In [ 1 0], [ 11] the internal representations are the 
output values of the hidden units, but in our algorithm in 
[7] the internal representations we use are the activations 
of the hidden units as in [ 12] . We treat these activations 
as continuous random variables. This allows us to express 
the outputs of the hidden units in probabilistic form and 
provides us with a cost function that is a differentiable 
function of the means and variances of the internal 
representations. And hence the means and variances of the 
internal representations can be adjusted to reduce the cost 
function and therefore improve the internal representations. 
Once suitable internal representations have been found, the 
search for suitable weights reduces to a set of single layer 
problems. Training is a two step process, the first step 
being the adjustment of the weights while holding the 
internal representations constant, and the second step being 
the adjustment of the internal representations while holding 
the weights constant. Training alternates between these 
two steps, making small adjustments in the weights and 
internal representations, until the network converges to a 
solution. 

For clarity, let us intitially consider a network with a single 
layer of hidden units. The algorithm begins with randomly 
chosen values of mean and variance for the internal 
representations (recall that these are the activations of the 
hidden units) and randomly chosen values for the network 
weights. The first step is to adapt the weights in an effort 
to find mappings from input to internal representation and 
from internal representation to output. This is a single 
layer learning problem and delta rule learning is applied. 
During this step the activations of the hidden units are set 
equal to the current mean values of the internal 
representations. Each layer is treated independently during 
training. The internal representations are used as inputs 
during training of the output layer and as targets during the 
training of the input layer. The changes made to the 
weights at this step are as follows : 
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where wji is the weight connecting output unit j to hidden 
unit i and wik is the weight connecting hidden unit i to 
input k. Tjt and Yjt are the target and actual outputs of unit 
j for input pattern t. Ikt is the value of input k for pattern 
t. ~t is the mean of the internal representation for unit i 
and input pattern t and H is the Heaviside transfer 
function. 

In the second step the mean and variance of the internal 
representations are adjusted using ideas similar to those 
underlying backpropagation. First note that we can 
calculate the probabilities of the hidden units attaining 
particular values (given the mean and variance of the 
internal representations) as follows : 

(4) 

where <1> is the cdf of the standard normal distribution 
given mean Mit and variance Sit of the internal 
representation. The function G is an analytic 
approximation to the standard normal2 used so that we can 
differentiate the probabilities with respect to Mit and Sit· 
We now define the cost function 

This cost function describes the mean square error between 
the target outputs and the outputs that would be produced 
if the activations of the hidden units were equal to the 
internal representations. 

The analytic approximation of equation (4) can now be 
substituted in equation (5) and the derivatives required for 
a gradient descent algorithm (i.e. 8E/8Mit and 8E/8Sit) can 
be readily calculated. In implementing this algorithm, we 
employ certain refinements that improve the rate of 
convergence; details of these refinements are given in [7]. 

3.2 Modifying the Alg01ithm to Incorporate 
Noise 

For any given learning situation there is generally an 
optimum amount of noise that should be introduced, but 
this is not known a priori. In our algorithm, the fact that 
we are treating internal representations as continuous 
random variables provides us with a framework for 
introducing noise in amounts that are automatically 

2The approximation we employed was G(x)=Y:z( I +tanh(y)) where 
y=0.7988x(l+0.04417x2). According to [13], the maximum 
absolute error incurred in using this approximation is 0.000140. 
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controlled. Recall that each iteration of the algorithm 
described in the previous section has two steps. In one 
step, the means and variances of the internal 
representations are adjusted so as to reduce the cost 
function. In the other step, the values of the network 
weights are adjusted, and in this step the internal 
representations are treated as deterministic variables with 
their values set equal to the mean values that have just 
been computed. 

Noise can be very simply introduced (in a controlled 
fashion) into this process by modifying slightly the manner 
in which the network weights are adjusted. Instead of 
setting the values of the internal representations equal to 
their mean values, we can, for each internal representation, 
employ a sample from the (normal) distribution that is 
defined by its current values of mean and variance. This 
sampling process imposes noise on the weight adjustment 
step of our algorithm, but the degree of noise imposed is 
controlled by the other step, which determines the variance 
of each internal representation. 

This approach to the addition of noise to the learning 
process appears to be novel. Unlike other methods, 
different variables are subjected to differing amounts of 
noise. The amounts vary depending upon how effectively 
the network's internal representations are adapting to the 
learning problem. In general (and in our computational 
experience) internal representations that are "good" have 
low variances and those that are "bad" have high variances. 
So, effectively, larger noise is added in those parts of the 
network where improvements are needed. 

The new version of our algorithm was compared with the 
earlier version for three problems : (i) the XOR problem 
with 2 hidden units, (ii) the 3-bit parity problem with 4 
hidden units, and (iii) the 8-4-8 encoder/decoder. The 
results obtained are shown in Table 3. This table indicates 
a very significant increase in the percentage of successful 
training attempts achieved by the new version of our 
algorithm. The table also shows how the average number 
of iterations required to achieve success is substantially 
reduced when using the new version. 

3.3 Applying a Similar Approach to Networl<s 
of Sigmoids 

Given our success in improving learning performance for 
networks of Heavisides, it is natural to ask whether it is 
possible to apply a similar technique to networks whose 
neurons have sigmoidal characteristics. The answer is in 
the affirmative, although the procedure we have so far 
developed differs from the one described earlier in that it 
is not governed by a fully analytic framework. In the 
Heaviside case, the amount of noise introduced at each 
node is governed by a normal distribution whose mean and 
variance are automatically determined by the learning 
algorithm. For the sigmoid case, we have produced an 
algorithm which is similar in spirit to our Heaviside 
algorithm, but which relies upon a predetermined function 

Australian Journal of Intelligent Information Processing Systems- Vol. 1, No 2 Junel994 



6 

XOR Epochs 3 BIT PARITY Epochs 8 4 8 ENC/DEC Epochs 

STANDARD 50% 477 84% 419 68% 1557 

RANDOM 94% 234 98% 382 74% 1038 

Table 3 : Percentage success rates and average number of epochs. "STANDARD" used the algorithm 
in [7] and "RANDOM" used random samples of the internal representations given their means and 
variances for the adaptation of the weights. 

Training Accuracy Test Accuracy Hidden Units Epochs 

BACKPROP 100% lOO% 3 390 

RANDOM 100% lOO% 3 98 

Table 4 : Results for the MONK's Problem l, training and test accuracy and average number of epochs. 

Training Accuracy Test Accuracy Hidden Units Epochs 

BACKPROP lOO% 100% 2 90 

RANDOM lOO% 100% 2 54 

Table 5 : Results for the MONK's Problem 2, training and test accuracy and average number of epochs. 

Training Accuracy Test Accuracy Hidden Units Epochs 

BACKPROP -· 93.1% 4 190 

RANDOM 100% 93 .1% 4 152 

Table 6 : Results for the MONK's Problem 3, training and test accuracy and average number of epochs. 
• no data available from [14]. 

for establishing the required noise variance at each node. 

As in the Heaviside case, noise is introduced on the 
internal representations but, because we are now dealing 
with sigmoidal neurons, we now use the outputs of the 
hidden units (rather than their activations) as the internal 
representations. Other than the mechanism we use for 
noise introduction, a standard backpropagation algorithm 
is employed. The amount of noise introduced at each node 
is a function of the backpropagated error and, for the 
results to be presented here, was determined by the formula 

(6) 

where sit is the variance of the internal representation at 
hidden unit i for training example t and x is the 

backpropagated error at hidden unit i. This function is an 
"inverted" normal density curve so that as the 
backpropagated error decreases or increases the variance 
decreases or increases but is bounded. Using this equation 
we update the variance after each training iteration. 

To test how well this procedure works we tested it on the 
MONK's problems [14). The MONK's problems are three 
binary classification tasks. "Robots" are described by six 
different attributes and the task of each problem is for the 
network to learn to dichotomise the robot population given 
a subset of all possible examples as a training set. For 
example, in the first MONK's problem robots with the 
attributes (head shape = body shape) OR (jacket color is 
red) belong to one classification and all the remaining 
robots belong to the other classification. 

The results for our algorithm presented in Tables 4, 5, and 
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6 are averaged over ten attempts, 1000 maximum data 
presentations per attempt, for each of the three MONK's 
problems. The results for backpropagation with noise are 
taken directly from [14]3. The tables indicate a clear 
reduction in the number of epochs required for training 
when noise is added to simple backpropagation in the 
manner described. 

4 Conclusion 

In this paper we have investigated two approaches to the 
acceleration of learning in feedforward networks. We have 
studied the properties of backpropagation error signals that 
affect learning speed by means of a new error function and 
shown that appropriate choice of the parameters of this 
function leads to a radical increase in learning speed for 
problems with dynamic exceptions. We have also shown 
that by allowing one parameter of the error function to 
vary during the learning process, it is possible for a neural 
network to correct input data involving erroneously 
classified patterns. In the case of other types of static 
exception, the network would reject some of the 
exceptional patterns. This behaviour appears worthy of 
further investigation. 

We have also described a method of introducing and 
controlling noise during training and this method has 
several advantages over existing techniques. It allows 
variable amounts of noise to be introduced at each network 
node with each noise source being separately controlled. 
In the case of Heaviside networks the amounts of noise 
introduced are constrained within an analytical framework 
while in sigmoidal networks the control is somewhat more 
ad hoc, although it is constrained by the backpropagated 
error. In both cases, substantial increases in learning speed 
were demonstrated. Further study will be required in order 
to determine the optimum (or near-optimum) procedure to 
apply in the sigmoidal case. 
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